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spark

o BRI TEL: http//spark.apache.org

o https://spark.apache.org/downloads.html

o ~https://www.apache.org/dyn/closer.lua/spark/spark-3.1.3/spark-3.1.3-bin-without-
hadoop.tgz
o ERNEER

o https://mirrors.tuna.tsinghua.edu.cn/apache/
o ~https://mirrors.tuna.tsinghua.edu.cn/apache/spark/spark-3.1.3/spark-3.1.3-bin-without-

hadoop.tgz.
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scale

o RIBECEXZK, Spark3.1.2->Scala2.12
o BRI TE:https//www.scala-lang.org/download/2.12.16.html
e wget https://downloads.lightbend.com/scala/2.12.16/scala-2.12.16.tgz

pyspark
e pip install pyspark -i http://mirrors.aliyun.com/pypi/simple --trusted-host mirrors.aliyun.com

EERE:

§i##%: https://pan.baidu.com/s/1FF7HHQi9y2kVBXom Omd g
H2ENES: 8ftd

BYFIE:
R R TIREMm
Spark 3.2.1 spark-3.2.1-bin-hadoop2.7.tgz
JDK(WIN) 1.8 jdk-8u333-windows-x64.exe
JDK(LINUX) 1.8 jdk-8u281-linux-x64.rpm
IDEA 2018.3.6 idealC-2018.3.6.exe
Scalafi4 2018 scala-intellij-bin-2018.3.6.zip
Scala 21215 scala-2.12.15.tgz
Hadoop 3.14 hadoop-3.1.4.tar.gz
Intellij IDEA 2018.3.6 idealC-2018.3.6.exe
Git 2392 Git-2.39.2-64-bit.exe
TortoiseGit 2.14 TortoiseGit-2.14.0.0-64bit.msi
ERRRFERE

o ZE: https:/spark.apache.org/docs/3.1.2/

Spark runs on
Java 8/11,
Scala 2.12.x,
Python 3.6+
R 3.5+.

Java 8 prior to version 8u92 support is deprecated as of Spark 3.0.0.
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1 «cd /root
2 wget https://repo.huaweicloud.com/apache/spark/spark-3.1.3/spark-3.1.3-
bin-hadoop3.2.tgz --no-check-certificate
tar -xvf ./spark-3.1.3-bin-hadoop3.2.tgz
4 mv ./spark-3.1.3-bin-hadoop3.2 /usr/local/spark
chown hadoop:users -R /usr/local/spark

o 3iE{Tiltap &K cala

1 cd /root

2 wget https://downTloads.lightbend.com/scala/2.12.16/scala-2.12.16.tgz
3 tar -xvf ./scala-2.12.16.tgz

4 mv ./scala-2.12.16 /usr/local/scala

o 4 Z&Epyspark

1 pip install pyspark -i http://mirrors.aliyun.com/pypi/simple --trusted-
host mirrors.aliyun.com

o 5 EgEScala&Spark
R E

vi/etc/profile BINFENIRIIRT, SRS T EJUATEISHHESEB:

1 export SCALA_HOME=/usr/local/scala

2 export SPARK_HOME=/usr/local/spark

3 export
PATH=$PATH : $HADOOP_HOME /sbin : $HADOOP_HOME /bin: $JAVA_HOME/bin: $SCALA_HOME/
bin:$SPARK_HOME/bin: $SPARK_HOME/sbhin

4 export HADOOP_CLASS=$(hadoop classpath)

export SPARK_DIST_CLASSPATH=$HADOOP_CLASS

v

EECEERN

1 source /etc/profile

o 6%iFscalahRa



[root@master sbin]# java -version

openjdk version "1.8.0_322"

OpenJDK Runtime Environment (build 1.8.0_322-b06)
Open]DK 64-Bit Server VM (build 25.322-b06, mixed mode)
[root@master sbin]#

[root@master sbin]# scala -version

Scala code runner version 2.12.16 -- Copyright 2002-2022, LAMP/EPFL and
Lightbend, Inc.

9 [root@master sbin]#

0 N O v A W N R

L=<t B

o 1iE{THtE <

1 cd /usr/local/spark/bin
2 ./run-example SparkPi 2

BERNAR BN
RS

spark

o B TE: http://spark.apache.org

o https://spark.apache.org/downloads.html

o ~https://www.apache.org/dyn/closer.lua/spark/spark-3.1.3/spark-3.1.3-bin-without-
hadoop.tgz
o ERNHEER

o https://mirrors.tuna.tsinghua.edu.cn/apache/
o ~https://mirrors.tuna.tsinghua.edu.cn/apache/spark/spark-3.1.3/spark-3.1.3-bin-without-
hadoop.tgz.
* AT

o http://home.hddly.cn:90/soft/hadoop/spark-3.1.3-bin-without-hadoop.tgz

scale

o RIBECEXZK, Spark3.1.2->Scala2.12
o B T#:https://www.scala-lang.org/download/2.12.16.html
e wget https://downloads.lightbend.com/scala/2.12.16/scala-2.12.16.tgz

pyspark

e pipinstall pyspark -i http://mirrors.aliyun.com/pypi/simple --trusted-host mirrors.aliyun.com
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&% https://spark.apache.org/docs/3.1.2/

Spark runs on

Java 8/11,

Scala 2.12.x,

Python 3.6+

R 3.5+

Java 8 prior to version 8u92 support is deprecated as of Spark 3.0.0.

itz
1,181d secureCRTiI#*F AHadoop&Ef

2,517t e S % %Spark

1 cd /root

2 wget https://repo.huaweicloud.com/apache/spark/spark-3.1.3/spark-3.1.3-
bin-hadoop3.2.tgz --no-check-certificate

3 tar -xvf ./spark-3.1.3-bin-hadoop3.2.tgz

N

mv ./spark-3.1.3-bin-hadoop3.2 /usr/local/spark
5 chown hadoop:users -R /usr/local/spark

3517t <$ %% cala

N

1 cd /root
2 wget https://downloads.Tightbend.com/scala/2.12.16/scala-2.12.16.tgz
3 tar -xvf ./scala-2.12.16.tgz
4 mv ./scala-2.12.16 /usr/local/scala
o 4Z&%Epyspark

1 pip install pyspark -i http://mirrors.aliyun.com/pypi/simple --trusted-
host mirrors.aliyun.com

5,BcE& Scala&Spark
NG E

vi /etc/profile BINFHNGREIRS A EFANE N E VTR EED:

1 export SCALA_HOME=/usr/local/scala

2 export SPARK_HOME=/usr/Tlocal/spark

3  export
PATH=$PATH : $HADOOP_HOME /sbin : $HADOOP_HOME /bin: $JAVA_HOME/bin: $SCALA_HOME/
bin:$SPARK_HOME/bin:$SPARK_HOME/sbin

4 export HADOOP_CLASS=$(hadoop classpath)
export SPARK_DIST_CLASSPATH=$HADOOP_CLASS

ERCEEN
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1 source /etc/profile

o 6iFscalahRa

1 -bash-4.2# java -version openjdk version "1.8.0_322" Open]DK Runtime
Environment (build 1.8.0_322-b06) OpenlDK 64-Bit Server VM (build 25.322-

b06,

mixed mode)

2 -bash-4.2# scala -version Scala code runner version 2.12.16 -- Copyright
2002-2022, LAMP/EPFL and Lightbend, Inc.

SRYARE
(€2 conf FRYBCE XY
1 cd /usr/local/spark/conf
2 cp ./spark-env.sh.template ./spark-env.sh
3 vi ./spark-env.sh
4
5 export JAVA_HOME=/usr/1ib/jvm/java-1.8.0-openjdk-1.8.0.322.b06-
1.e17_9.x86_64/jre
6 export HADOOP_HOME=/usr/local/hadoop-3.3.1
7 export HADOOP_CONF_DIR=$HADOOP_HOME/etc/hadoop
8 export SPARK_MASTER_HOST=master
9 export SPARK_MASTER_PORT=7077

10 export

SPARK_LOCAL_IP=master

HEES A HIKIR!

RS

spark

* ERHRE

https://repo.huaweicloud.com/apache/spark/spark-3.1.3//spark-3.1.3-bin-hadoop3.2.tgz

s ZRATH

http://home.hddly.cn:90/soft/hadoop/spark-3.1.3-bin-hadoop3.2.tgz
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scale

TRIEFCE X, Spark3.1.2->Scala2.12

BEMTE:https://www.scala-lang.org/download/2.12.16.html

1 wget https://downloads.lightbend.com/scala/2.12.16/scala-2.12.16.tgz

pyspark

1 pip install pyspark -i http://mirrors.aliyun.com/pypi/simple --trusted-host
mirrors.aliyun.com

RERFEE

2% https://spark.apache.org/docs/3.1.2/

Spark runs on

Java 8/11,

Scala 2.12.x,

Python 3.6+

R 3.5+

Java 8 prior to version 8u92 support is deprecated as of Spark 3.0.0.

RS
o 1)81d secureCRTIFH A\Hadoop&es

o 2a{THtAn S %S park

cd /root
wget https://repo.huaweicloud.com/apache/spark/spark-3.1.3/spark-3.1.3-
bin-hadoop3.2.tgz --no-check-certificate

3 tar -xvf ./spark-3.1.3-bin-hadoop3.2.tgz
4  mv ./spark-3.1.3-bin-hadoop3.2 /usr/local/spark

* 3iETiltanS&ARScala

cd /root

2 wget https://downloads.lightbend.com/scala/2.12.16/scala-2.12.16.tgz --
no-check-certificate

3 tar -xvf ./scala-2.12.16.tgz

4 mv ./scala-2.12.16 /usr/local/scala

o 5AcEScala&Spark
INEETE

vi/etc/profile BINBENGRAEIAE PAIEHANG NEJ LA TEISHREER:
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1 export SCALA_HOME=/usr/local/scala
2 export SPARK_HOME=/usr/local/spark
3 export PATH=$PATH:$SCALA_HOME/bin:$SPARK_HOME/bin:$SPARK_HOME/sbin
4 export HADOOP_CLASS=$(hadoop classpath)
5 export SPARK_DIST_CLASSPATH=$HADOOP_CLASS
(ERRELE

1 source /etc/profile

o 6 &iFscalafzs

1 [root@master sbin]# java -version

2

3  java version "1.8.0_281"

4 Java(TM) SE Runtime Environment (build 1.8.0_281-b09)

5 Java HotSpot(T™M) 64-Bit Server VM (build 25.281-b09, mixed mode)
6 [root@master sbin]#

7

8 [root@master sbin]# scala -version

9
10 Scala code runner version 2.12.16 -- Copyright 2002-2022, LAMP/EPFL and

Lightbend, Inc.

11  [root@master sbin]#

o 7i5(Titan <

1 cd /usr/Tocal/spark/bin
2 ./run-example SparkPi 2

Sparkiit&
1€ conf FRYECE X

1 cd /usr/local/spark/conf

2 cp ./spark-env.sh.template ./spark-env.sh
3 vi ./spark-env.sh

spark-env.sh BT
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export JAVA_HOME=/usr/java/jdk1l.8.0_281-amd64
export HADOOP_CONF_DIR=$HADOOP_HOME/etc/hadoop/
export SPARK_MASTER_IP=master

export SPARK_MASTER_PORT=7077

export SPARK_WORKER_MEMORY=512m

export SPARK_WORKER_CORES=1

export SPARK_EXECUTOR_MEMORY=512m

export SPARK_WORKER_INSTANCES=1

0O N O U1 DN W IN R

cp ./workers.template ./workers
2 vi ./workers

workers BB BT :
slavel
2 slave2

1 cp ./spark-defaults.conf.template ./spark-defaults.conf
vi ./spark-defaults.conf

spark-defaults.conflIABECEW T :

1 spark.master spark://master:7077

2 spark.eventLog.enabled true

3 spark.eventLog.dir hdfs://master:8020/spark-Togs

4 spark.history.fs.logbirectory hdfs://master:8020/spark-Togs

2, SiIsparkZEIMHN

scp -r /usr/local/scala/ slavel:/usr/local/
2 scp -r /usr/local/scala/ slave2:/usr/Tocal/
3 scp -r /usr/local/scala/ slave3:/usr/local/

1 scp -r /usr/local/spark/ slavel:/usr/Tocal/
2 scp -r /usr/local/spark/ slave2:/usr/local/
3 scp -r /usr/local/spark/ slave3:/usr/Tocal/

3, SR RRMREEIHEI M

1 scp /etc/profile slavel:/etc/
2 scp /etc/profile slave2:/etc/
3 scp /etc/profile slave3:/etc/
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SRREIE MW FEsource /etc/profile B E

1 source /etc/profile

4,7Ehdfs EeliEsparkBEER

1 hdfs dfs -mkdir /spark-Togs

B5fiSpark
Ei, EEmasterEHBIHNSIBEAEM—EEE

1 cd /usr/Tlocal/spark/sbin
2 ./start-all.sh

M, (ERMNSBRRERLGZER. BEEEEERworkeriHiEREEREMNEREE].

1 ./start-worker.sh master:7077

RiERLE
1 wget https://biglab.site/files/scala.tar.gz
2  tar -xzvf ./scala.tar.gz
3 mv ./scala /usr/local/
4
5 wget https://biglab.site/files/spark.tar.gz
6 tar -xzvf ./spark.tar.gz
7  mv ./spark /usr/local/
8
9 wget https://biglab.site/files/hive.tar.gz

10 tar -xzvf ./hive.tar.gz
11 mv ./hive /usr/local/
12

BEWRE

1 spark-shell
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AZIFZHSITIRI

o AHETTHEIL (BH)

o KHAEERHTITIRT (BRAVRNISEEY)
e Standalone Client#&s, (&E¥)

e Standalone Clustert&=, (£E¥)

e YARN Clientf®=t; (£E¥)

e YARN Clustert®=;, (£8¥)

dnfariesE

o MXIEL EE, mesosiIFESparkEIFAIERE, thEWESHEEN

o (BUNSR{RRERtIEIThadoopflSpark, WREM EE&, YarnZEIFAUIERE,

o MNRYRAMNEIT T hadoop, spark, IRERIEEIE LIE{T 7 docker, MesosEMEMA.
e StandaloneXF/EITEERHTFIES!

(£5351.3 7 f#Sparkiz1s
SparkEEBFRIG
Spark{EdE1TiiE
Standalonet&z{

o EESparkSLIAEIRIEEELR

o EEENTAA: Clenttms. MasterTirl., WorkerTis
e Driverf] LUZ{T#E ClientT m LB AILUG I TEMaster TR E
o Drivernz{THms

o f#fspark-shell32B T Bt EMasterism

o f&Efspark-submit TE#E3XSparkfJobRy, EClientT5m

o {sFHIDEA EclipsefsiFgnew SparkConf().setMaster(spark://master:7077),izT#EClient T/
&7 Spark-shell&5 R RH

YARN{&ET{
tRIEDriverfESEFRRYLE
Wi

YARN-Client{&z{(5 FixtEt)

1 spark-shell --master yarn --deploy-mode "client"

YARN-Clustert{&=(EEEHER)

1  spark-submit --driver-memory 1G --master yarn --deploy-mode "cluster" --class
src.traind.Streamingkafka /root/train.jar
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MesostEz,

B

Spark#z /L EUREEERDD
RDD:Reslient Distributed Datasets, 3845 E0ESE

RODHHEN DK, BMDEEMIERRINIEL. RiF. HOFS, SEMISHRIHRS
RDDFXIR(E

EE(Transformations)
1B RIRRYEHEEENNZZIRD D, LARIE—/ RD D£i5 9 55—/ "RDD
= RN
e map(func)
o XJRDDEIEEHHIE N TTEREEAUNcIRE—MHAIRDD
o filter(func)

o XRDDEFEEFRITNIT=ERER func, IRENEMA func truefITT =M EHIRDD
e flatMap(func)

o Fmapfil, {BEfatMapERHIERES NER
e union(otherDataset)

o IRE—/Ffdataset, B &jERdatasetflL5Edataset UTTENES
e groupByKey(numTasks)

o JR[EI(K,Seq[V]) iRIEHEREIEKkey 2 4H
e ruduceByKey(func,[numTasks])

o A—EEAYfuncfFRTEgroupByKey i =4ERY(K Seq[V]), EEAIRAN
FRERYFEIRER R IRIE (LazyiRIE, QB ST ActionsIRER A HIEBiitE
##{E(Actions)

JBRD DTFfEZIER AR IEIRAIT
:
BERE

e reduce(func)

o BiFfuncREFIEEPRIFTBITER
funciEIEN S8, IRE—ME
o collect()

o IREEIEETRIFTEITR

e count()

o IREIHUEEFMBEITERINE
o first()

o IREFUEEFHNE—IITE
e take(n)

o IRMERINMITE
e saveAsTextFile(path)
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o IGHUEE et lileilzURFEI AR hdfsFith 75

e foreach(func)

o MHUEEFTHE N ITREHITEREL func
Spark i FIE
185
BRGNS

o BRI FRODI—D K RMKH T RN RXRODAI— DX
o BRI FRODAIE— D XREETH N RODI—MNA LS X

o

Stage

o —Nob&HH—EEERIStage, B StageZ [EHEIRIAFHIT
o —Nob&REETask BEESHE— Stage

o StageBzETask:ShuffleMapTask#ResultTask

e StageELAShufflefResultiXFRFHSEEL KI5 AY

DAGHRZTHE

w R ERE
sparkX {4512

HXFWorkfEeER 7ESparkZ 2B R FconfB R FHspark-env.sh3 {4 ehitTECE LA P ECE KR T4
FAEFIRE

#XFWORK B R TiEE—/ N E—IR X TR B/ AR ERAEE =/ N\ — P MR &ia AT 101
SPARK_WORKER_OPTS="-Dspark.worker.cleanup.enabled=true -
Dspark.worker.cleanup.interval=3600 -Dspark.executor.logs.rolling.strategy=time -
Dspark.executor.logs.rolling.maxRetainedFiles=10 -
Dspark.executor.logs.rolling.time.interval=hourly’

SEEH
HadoopflSparkfIx3LL

e ~ &N

hRZS[H 58

e Ver1.1-20220121

o kA
* Ver1.2-20230828

o EfNimarkdownhirZx
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